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Abstract
Preservation and maintenance of biodiversity data is in need for automation. We propose first results of an automated and model-free approach to the species identification
of herbarium sheets kept in herbaria worldwide. Methodologically, our approach relies on
the detection and description of so called keypoints and their classification into speciescharacteristic categories. First results on a set of four fern species show recognition accuracies between 96% and 100%.
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Introduction

For each ecosystem, the biodiversity of animals and plants is very important. For being able to
protect and preserve the environment for given species, it is necessary to identify and monitor
them. Therefore, sheets are collected and kept in herbaria. A herbarium is a collection of dried
plants and plant parts for scientific purposes. To relieve the botanical experts who can identify
the species, we are in need for automated approaches. The contribution of this work is an
automated approach to species identification applying image analysis to plant scans taken from
herbaria.

1.1

Related Work

One popular way to identify objects using image analysis is extracting features and classifying
the feature vectors with a Support Vector Machine (SVM). Kadir et al. [7] give a comprehensive survey on methods to identify plants by classifying their leaves using shape, colour, veins,
and texture features. But the described methods are model-based, i.e., they are customised to
the specific application. Model-free approaches do not employ application-specific knowledge
and therefore promise a higher degree of generalisation onto different application fields. One
approach to model-free systems in the field of image analysis uses so-called keypoints and their
descriptors. These keypoint descriptors are based on the image gradient information within
their local neighbourhood. Informally, keypoints (also called interesting points) usually lie on
image regions showing high contrast like on object edges or object corners. A comprehensive
survey and performance evaluation of keypoint descriptors is given by Mikolajczyk and Schmid
[9]. Working with keypoint descriptors allows to be not dependent on specific models (like a
leaf texture), whereby it is a general purpose approach to feature extraction. For example,
Joly et al. [6] use the multi resolution Harris operator in combination with the SURF operator to detect keypoints. These detected keypoints are characterised by the SURF descriptor.
This keypoint-based analysis is done within an interactive system to identify plant species by
analysing images of different plant parts like leaves, flowers, barks, etc.
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Contribution of this work

Also in our project, we use a keypoint-based approach to plant identification. For finding keypoints in multiple detail levels, we choose a scale invariant detector, namely the SIFT detector
and its descriptor (cf. sec. 2.1). The performance evaluation of keypoint descriptors by Mikolajczyk and Schmid [9] shows that the SIFT detector and descriptor aside from GLOH obtains
the best results. GLOH uses a larger region than SIFT, but also a reduction of dimensions with
PCA what makes it more complex.

2

Background

We first give an insight into the SIFT approach. Then, we introduce the Support Vector Machine
to identify the species of the herbarium scans based on the SIFT descriptors of the detected
keypoints.

2.1

SIFT

Scale Invariant Feature Transform (SIFT) is an algorithm which detects keypoints and describes
them with a gradient magnitude and direction based descriptor. SIFT was introduced by
David Lowe in 2004 [8]. The scale invariant keypoint detector finds scale space extrema in
the difference-of-Gaussian function convolved with the image. Edge responses and extrema
with a too low contrast will be rejected. The other extrema are the keypoints. Then a keypoint
descriptor is created by computing the gradient magnitude and orientation at each image sample
point in a region around the keypoint location. The gradient orientations contribute to eight
orientation bins in the descriptor. The desciptor values are the sum of the gradient magnitudes
for each direction and result in the end in a vector of 128 values.

2.2

SVM

A Support Vector Machine (SVM) [1] is a binary linear classifier. The SVM maximises the
margin of the hyperplane which separates the positive and negative samples. If a test sample is
on the site of the hyperplane with the positive samples, it will be classified as positive, otherwise
as negative. The hyperplane is given as
D(x) = wφ(x) + b = 0

(1)

where w is a normal vector and b the bias to the origin. φ(x) is a kernel function which
maps each sample vector x into a higher dimensional vector space thereby allowing non-linear
classification [3]. The distance between the sample x and the hyperplane (SVM return value)
is given as
D(x)
kwk

(2)

The distance between the training samples and the hyperplane is normalized to the interval
[0, 1]. So the most SVM return values should be between -1 and 1.
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Figure 1: An example for a linear SVM. The optimal hyperplane separates the two classes of
vectors. [1]

3

Methodology

In the first subsection, we describe in some more detail scans used in our analysis. Then we
describe our processing chain for species identification.

3.1

Data material

Our image data are scanned herbarium sheets of ferns (cf. figure 2). Herbarium sheets show
dried plants or plant parts and are collected in herbaria. A herbarium sheet shows beside the
pressed plants also labelling fields, colour samples and bar code labels. These special regions are
discarded in our analysis, because in a real world application of our approach in a herbarium,
our system would be used to identify the species of new and unclassified herbarium sheets.
The scans of herbarium sheets used in this contribution are from the collection of the
Muséum national d’Histoire naturelle in Paris (https://science.mnhn.fr/). The original
resolution of the scans is 300 or 600 dpi. In our preprocessing (cf. sec. 3.2), the scans are
sampled down to a fixed resolution to balance the detail information and the computation
time. Our training data set just as our test data set includes eighteen herbarium sheets per
species, i.e., overall seventy-two for the four fern species examined in our evaluation (cf. sec.
5).

3.2

Preprocessing

The scans are sampled down to a fixed resolution to have keypoints in similar detail levels for
each scan. With a width of 800 pixels, we achieve the best detection rate. As already said in
section 3.1, the further analysis is discarding the special regions depicted in fig. 2.
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(b)

(c)

Figure 2: Three herbarium sheets from specimens of species (a) Asplenium scolopendrium, (b)
Asplenium andantium nigrum, (c) Asplenium ceterach, resp. In part (b), the regions discarded
in our analysis, i.e., labelling fields, colour samples, scales and bar code labels, are depicted
with green frames.

3.3

Extracting SIFT-Features

First, we extract in each scan the keypoints using the SIFT detector. Fig. 3 (a) shows the
extracted keypoints of one of our scans as red points. For each detected keypoint, we then derive
the SIFT descriptor, i.e., the vector of 128 gradient values. 3 (b) shows the environment of
keypoint which is relevant for deriving the descriptor. We chose the same optimised parameters
proposed from David Lowe [8]. These parameters show also good results in our analysis.

3.4

Training and deployment of SVM

These derived SIFT descriptors serve as feature vectors for the species identification of the
herbarium scans by supervised classification with the SVM. For training of the SVM, we use
the SIFT descriptors of eighteen scans per species. After training, we employ the trained SVM
to identify the species of the specimen depicted in unseen scans of herbarium sheets of fern.
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Implementation

We implemented the complete processing chain in Java as plug-in for ImageJ [10]. For the SIFT
method, we chose the implementation of Saalfeld [11]. It returns the location, scale, orientation
and descriptor for each detected SIFT keypoint. For the SVM, we chose SVMlight [5] 1 .
The SIFT detector will derive quite different numbers of keypoints per species. For example,
1 Thorsten
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Figure 3: (a) The SIFT keypoints of a herbarium sheet (Asplenium ceterach). (b) An increase
of the green circuited keypoint in (a) and its environment. The SIFT descriptor works in the
16×16 environment round about the keypoint.
for the four species used in the following evaluation section 5, we have numbers of keypoints per
scan reaching from 116 keypoints for one scan up to 1553 keypoints for another scan. To balance
these different numbers of positive and negative training examples, we set the parameter j in
negative examples
the training of the SVMlight to j = #
# positive examples .

5

Evaluation

We used data of four different fern species (cf. figure 4). Since we have four classes, a possible
approach is to use a multi-class SVM like offered by SVMmulticlass , a multi class extension of
SVMlight . Alternatively, we can use the original binary SVM implementation of SVMlight on
pairs of classes. Our experiments show, that the approach combining multiple binary classification results of SVMlight into a multi-class result yields better results compared to the usage
of SVMmulticlass . This experience is in line with the evaluation results of Duan and Keerthi [2]
and Hsu and Lin [4].
So, we perform binary classifications for all pairs of classes {(a, b) | a < b ≤ 4} where a is the
5
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Figure 4: The four fern species examined in the evaluation. Each species result into one class
to train the SVM:
• Class 1 = Asplenium adiantum-nigrum
• Class 2 = Asplenium ceterach
• Class 3 = Asplenium ruta-muraria
• Class 4 = Asplenium scolopendrium

positive and b is the negative class. Duan and Keerthi [2] describe this approach as MWV SVM,
Hsu and Lin [4] as One-Against-One. For four classes, we have to do six binary classifications
(cf. figure 5). A binary classification between two classes a and b with the SVMlight returns
the distance to the margin for every descriptor detected in the unseen herbarium scan that we
want to classify for species identification. For the final binary decision, we take the average
of the distances to the margin of all detected keypoints in the unseen scan. If the average is
greater than 0, the binary decision gives a vote for class a, otherwise for class b. After all binary
classifications (in the example of fig. 5, six binary classifications) the scan will be classified as
the class (species) with the most votes. In the example of fig. 5 we have one vote for each of
the classes 1, 2 and 4 but three votes for class 3. Therefore the final classification result is class
3, i.e., the fern depicted in the scan is identified to be of species Asplenium ruta-muraria.

If the maximal reached number of votes per class is reached by multiple classes, the decision
is given by the sum of average distances to margin. This sum is calculated by distance counters.
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Figure 5: Process chain for classifying four classes

We have a distance counter for every class. If a binary classification gives a vote for a class x
and not a vote for the other class y, the distance counter of x will be increased by the absolute
value of the average SVM return. The distance counter of y will be deducted by the same value.
The final decision is the class with the greatest distance counter.
An alternative to the average of SVM returns could be counting the SVM returns greater than
0 (class a) and the SVM returns less than 0 (class b). The binary decision gives a vote for the
class for that the number of corresponding SVM returns is greater. But this method shows no
better results as the method using the averages.
For training and parameter optimization of the SVM, we used eighteen scans per species
resulting in our evaluation on four species in 72 scans. For the evaluation, we operate a LeaveOne-Out Cross Validation on a separate test data set of again eighteen scans per species unseen
so far for the SVM. The results are shown in table 1. Firstly, we explain the measures used to
present our results. The recall specifies, how many pictures of each class are identified correctly.
The precision shows for each class how many pictures classified as that class are classified
correctly. The F1 score is a general balance of precision and recall. The accuracy provides
the number of true positives and true negatives in relation to all positives and negatives for
each species. We use the accuracies to compare our results, because the accuracy contains
all information. The sensitivity is identical with the recall and the true positive rate. The
specificity shows for each species, how many pictures of the other species are true negatives
and not false positives. The false positive rate is the part of false positives, wherefore it is
1−specificity. We see classification accuracies of at least 96%. It is notable, that class 4 shows
an accuracy of 100%. Fig. 6 shows, that the leaves of A. scolopendrium have a completely
different shape than these of the other species. That explains the faultless identification of A.
scolopendrium.
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Class 1

Class 2

Class 3

Class 4

17
53
1
1

17
52
2
1

16
53
1
2

18
54
0
0

Recall
Precision
F1

0,94
0,94
0,94

0,94
0,89
0,92

0,89
0,94
0,91

1,00
1,00
1,00

Accuracy
Sensitivity
Specificity

0,97
0,94
0,98

0,96
0,94
0,96

0,96
0,89
0,98

1,00
1,00
1,00

True Positive Rate
False Positive Rate

0,94
0,02

0,94
0,04

0,89
0,02

1,00
0,00

True Positive
True Negative
False Positive
False Negative

Table 1: Results of the Cross Validation for four classes (cf. sec. 5).
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Conclusion and Future Work

Our approach shows very promising identification results, i.e., classification accuracies of at
least 96% up to 100% on scans of herbar sheets from the four species Asplenium adiantumnigrum, Asplenium ruta-muraria, Asplenium scolopendrium and Asplenium ceterach.

Figure 6: The six fern species
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But we still have not reached the end of the road. As fig. 6 shows, the four species used
in our evaluation so far show a certain amount of specific characteristic visual features for each
species. Adding in our evaluation two additional species, i.e., Asplenium trichomanes, Asplenium viride, they form together with Asplenium ceterach a group of quite similar species with
respect to their visual appearance (cf. fig. 6). Our experiments on this enlarged data set
show less successful classification results with classification accuracies of only 70% up to 78%.
Therefore, future work will combine our SIFT-based approach within a hierarchical framework
with another strong descriptor, the so-called histogram of oriented gradients (HOG). Within
that hierarchical framework, the SIFT descriptor will be used first to identify the group of
Asplenium ceterach, Asplenium trichomanes and Asplenium viride. Then the HOG descriptor
will be employed to identify the three species of this complex.
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